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Abstract 1 Introduction

While the unit of poetry analysis is the individual poem, poetry
books in digital libraries such as HathiTrust are organized at the
volume level, so poem boundaries are not directly available. Identify-
ing these boundaries has typically required examining the full text,
but the scheduled retirement of HTRC services in 2026 will make
direct full-text access more limited, while derived datasets such
as HTRC Extracted Features (EF) are expected to remain available.
Prior poem/non-poem identification approaches are insufficient for
this setting because they do not distinguish whether a page contains
a complete poem or the start, continuation, or end of a multi-page
poem. We therefore introduce poem boundary identification as a
five-class page-level classification task and examine whether EF
can support this task as full-text access becomes limited. Using the
Poets from Historically Underrepresented Groups (PHUG) collec-
tion, we test token-frequency, numeric, and combined EF-derived
input representations with context windows of one, three, and five
pages. A fine-tuned model using the combined representation with
a three-page context window achieved the best performance, with a
macro-F1 of 0.779 and an accuracy of 0.799. These results are promis-
ing for poem boundary identification without full-text access. With
further refinement, this EF-based approach could help annotate
the remaining PHUG volumes, expanding poem-level coverage for
research on historically underrepresented poets.

CCS Concepts

« Computing methodologies — Machine learning; « Informa-
tion systems — Digital libraries and archives.
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Large-scale digitized poetry collections allow researchers to comple-
ment close readings of a small number of works with computational
analyses across thousands of poems. At this scale, computational
methods can help identify recurring themes, affective patterns,
poetic forms, changes over time, and differences among groups
of poets, while also including poems that have received limited
scholarly attention [4, 10, 14, 17, 20]. Such analyses often require
individual poems as units of analysis, rather than the pages or vol-
umes in which those poems appear. However, digital libraries such
as the HathiTrust Digital Library are primarily organized at the
volume level, and individual poems cannot be directly accessed
without additional poem-boundary information. Thus, identifying
the boundaries of individual poems is an important step in trans-
forming digitized volumes into poem-level collections.

A recently published HathiTrust poetry collection, the Poets
from Historically Underrepresented Groups (PHUG) collection, il-
lustrates this challenge [9]. It contains poetry books by American
poets from historically underrepresented groups, but poem bound-
aries were manually annotated for only a subset of the volumes.
Identifying the start and end of each poem requires manual exam-
ination of the full text, making the process time-consuming and
difficult to extend across the collection. Yet expanding poem-level
access would support more inclusive computational poetry research
and comparisons among historically underrepresented poet groups.

The scheduled retirement of HTRC infrastructure will change
how such collections can be accessed. With HTRC services end-
ing in 2026, the Data Capsule, a secure virtual environment for
analyzing restricted HathiTrust materials, will no longer support
full-text access for copyright-protected volumes [7, 21]. This change
could make it harder to continue using and expanding poem-level
datasets such as PHUG. Because collections of historically underrep-
resented literature frequently include copyright-protected materials
[1, 8], they are especially vulnerable to this change. At the same
time, derived datasets such as Extracted Features (EF) are expected
to remain available [7]. Generated from OCR-processed volumes,
EF provides page-level token frequencies, token counts, part-of-
speech information, and volume-level metadata [18, 19]. Previous
studies demonstrate the value of EF for digital humanities research,
including word similarity exploration, word trend visualization,
theme trend identification, and lexical diversity analysis across
the HathiTrust corpus [5, 13, 15]. It is thus important to explore
how EF-based methods can support sustainable digital humanities
research on HathiTrust data.

In this context, we investigate poem boundary identification in
HathiTrust poetry collections using EF, while also considering the
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implications of this approach for sustainable digital humanities
research. Although several prior studies have addressed poetry
identification in digital libraries, their methods and problem def-
initions are not directly applicable to our setting. Most rely on
information derived from full text, such as rhyme patterns, word-
adjacency structures, and surrounding prose [6, 11, 16]. Moreover,
existing EF-based approaches use token counts and capitalization at
line beginnings to distinguish poetry from prose or identify likely
poetry pages [2, 3]. However, they determine whether a page con-
tains poem text rather than whether it contains a complete poem
or begins, continues, or ends a multi-page poem. More broadly, a
prior study classified pages in HathiTrust volumes into structural
categories such as title, preface, and index, rather than poems [12].

To address this gap, we define poem boundary identification as
a page-level classification problem with five classes, in which each
class represents a different type within or outside a poem span,
rather than a binary classification between poem and non-poem
pages. Using HTRC EF, we evaluate token-frequency features, nu-
meric page-level features, and their combination in a supervised
classification setting, and we further examine whether incorporat-
ing neighboring pages in a context window improves boundary
recognition. By comparing these input features and context-window
sizes, we examine how lexical signals, structural signals, and se-
quence information contribute to poem boundary identification
and whether they provide complementary information.

2 Task

We define poem boundary identification as a five-class page-level
classification problem. This addresses a key limitation of binary
poem/non-poem classification: while binary classification deter-
mines whether a page belongs to a poem, it cannot capture a page’s
position within a poem span. To address this, we derive five page-
level labels from manually annotated poem start and end pages.
A page is labeled single if a poem begins and ends on the same
page; start, middle, or end if it is the first, interior, or final page
of a multi-page poem, respectively; and other if it falls outside all
annotated poem spans. Unlike binary classification, this approach
distinguishes a complete single-page poem from the beginning, in-
terior, and end of a multi-page poem, which is necessary for poem-
level analysis. Pages containing multiple poems were excluded, as
such cases were rare in the manually annotated boundary data.

3 Experiment Design

3.1 Dataset

In this study, we use the PHUG dataset and its corresponding HTRC
Extracted Features (EF) [5, 9]. The PHUG dataset consists of 263
poetry books by African American (AA), Asian American (APA-
AA), Pacific Islander (APA-PA), Latin American (LXA), and Native
American (NA) poets. The dataset focuses on poetry by historically
underrepresented groups in order to broaden the scope of computa-
tional poetry research beyond canonical collections and to support
more diverse perspectives in digital humanities scholarship.

The PHUG dataset provides poem-boundary information for
118 of the 263 books. The remaining 145 poetry books do not yet
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Table 1: Distribution of poem spans by page length

Pages per poem Count Percentage

1 page 2422 51.4%
2 pages 1490 31.6%
3 pages 410 8.7%
4 pages 160 3.4%
5 pages 72 1.5%
6+ pages 160 3.4%
Total 4714 100.0%

Table 2: EF-derived features for the input representations

Feature type Feature components
Token
Numeric

Token frequencies

Token count

Line count

Empty-line count

BLC counts (uppercase, lowercase, non-alpha)
BLC ratios (uppercase, lowercase, non-alpha)

have poem-boundary annotations. Applying automated boundary-
recognition methods to these volumes could support the identifica-
tion of thousands of additional poems.

3.2 Input Representations and Context
Windows

HTRC Extracted Features (EF) is a derived, non-consumptive repre-
sentation generated from OCR-processed HathiTrust volumes. In
this study, we construct three input representations from selected EF
components: token-frequency features, numeric page-level features,
and their combination. Table 2 lists the selected EF components
rather than the full HTRC EF schema.

The token-frequency representation consists of the tokens ap-
pearing on a page and their counts, providing a lexical distribution
of the page. These token counts are derived from EF token-position
count information and aggregated across page zones. The numeric
representation summarizes structural characteristics of each page,
motivated by the observation that different page types tend to have
distinct layouts. For example, poem pages typically have short lines
and stanza spacing, while pages such as title pages or tables of
contents differ in text density and line structure. It includes to-
ken count, line count, empty-line count, and begin-line character
(BLC) counts and ratios. Rather than using raw per-character BLC
counts from EF, we aggregate them into uppercase, lowercase, and
non-alphabetic counts and ratios to reduce sparsity.

We also introduce context windows because the five labels have
a sequential relationship within and around poem spans. Table 1
summarizes the page-length distribution of the 4,714 poem spans
used in this study: most poems are short, with 51.4% spanning a
single page and 31.6% spanning two pages, while poems of five
or more pages account for only 4.9%. Given this distribution, we
evaluate three context settings: context 0 uses only the target page,
while contexts 1 and 2 add one and two pages before and after the
target page, respectively.
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Table 3: Per-label and overall performance across input representations, model settings, and context windows

Input Rep. Setting  Ctx. single start middle end other overall
P R F1 P R F1 P R F1 P R F1 P R F1 Acc. Macro-F1
Token Frequency Baseline 0 0.000 0.000 0.000 0.306 0.039 0.070 0.500 0.015 0.029 0.156 0.068 0.095 0.341 0.977 0.505 0.325 0.140
Baseline 1 0.125 0.003 0.006 0.172 0.071 0.100 0.127 0.024 0.040 0.219 0.715 0.335 0.738 0.692 0.714 0.363 0.239
Baseline 2 0.316 0.018 0.034 0.160 0.055 0.082 0.184 0.053 0.082 0.219 0.652 0.328 0.652 0.706 0.678 0.360 0.241
SFT 0 0.196 0.175 0.185 0.406 0.317 0.356 0.288 0.399 0.335 0.531 0.457 0.491 0.886 0.958 0.920 0.509 0.457
SFT 1 0.651 0.625 0.637 0.758 0.700 0.728 0.638 0.654 0.646 0.779 0.781 0.780 0.902 0.958 0.929 0.766  0.744
SFT 2 0.600 0.585 0.592 0.743 0.747 0.745 0.642 0.620 0.631 0.792 0.749 0.770 0.893 0.958 0.924 0.756 0.733
Combined Baseline 0 0.000 0.000 0.000 0.241 0.450 0.314 0.000 0.000 0.000 0.146 0.071 0.095 0.485 0.885 0.627 0.370 0.207
Baseline 1 0.000 0.000 0.000 0.268 0.191 0.223 0.206 0.021 0.038 0.237 0.861 0.372 0.936 0.562 0.702 0.371 0.267
Baseline 2 0.500 0.003 0.006 0.141 0.050 0.074 0.154 0.006 0.011 0.216 0.859 0.345 0.884 0.565 0.689 0.343 0.225
SFT 0 0.392 0.307 0.344 0.344 0.462 0.395 0.347 0.334 0.341 0.569 0.474 0.517 0.926 0.956 0.941 0.551 0.507
SFT 1 0.679 0.613 0.645 0.779 0.771 0.775 0.693 0.734 0.713 0.835 0.818 0.826 0.919 0.959 0.939 0.799 0.779
SFT 2 0.638 0.576 0.605 0.760 0.794 0.776 0.701 0.677 0.689 0.836 0.786 0.810 0.887 0.968 0.926 0.783 0.761
Numeric Baseline 0 0.106 0.015 0.026 0.203 0.031 0.054 0.260 0.242 0.250 0.000 0.000 0.000 0.325 0.834 0.468 0.306 0.160
Baseline 1 0.000 0.000 0.000 0.258 0.084 0.127 0.224 0.198 0.210 0.137 0.110 0.122 0.340 0.709 0.459 0.288 0.184
Baseline 2 0.000 0.000 0.000 0.143 0.071 0.095 0.250 0.103 0.146 0.184 0.469 0.265 0.453 0.546 0.495 0.285 0.200
SFT 0 0.361 0.324 0.341 0.338 0.378 0.357 0.304 0.368 0.333 0.597 0.445 0.510 0.863 0.889 0.876 0.519 0.483
SFT 1 0.420 0.269 0.328 0.618 0.649 0.633 0.586 0.649 0.616 0.679 0.742 0.709 0.850 0.894 0.872 0.670  0.631
SFT 2 0.349 0.347 0.348 0.584 0.538 0.560 0.566 0.603 0.584 0.637 0.710 0.671 0.909 0.852 0.880 0.636 0.609
3.3 Model Training and Fine-Tuning 4 Results

We compare a non-fine-tuned Qwen3-8B baseline with a supervised
fine-tuned (SFT) version. Qwen3-8B was selected as a practical
open-weight model that balances model capacity with available
computational resources.

The model is fine-tuned in a prompt-based generation format.
Each prompt contains the EF-derived input of the target page,
optionally including neighboring pages according to the context-
window setting. The model generates the target page’s boundary
label. Fine-tuning uses LoRA adapters (rank 16, alpha 32, dropout
0.05). The model is trained for three epochs using AdamW with a
learning rate of 2 X 107>, The model is evaluated after each epoch,
and the checkpoint with the lowest validation loss is selected for
final evaluation.

We split the data into training, validation, and test sets at the
volume level (83 / 18 / 17 volumes; 9,627 / 1,856 / 2,082 pages),
using an approximately 70:15:15 ratio. The split is performed by
htid, so all pages from the same HathiTrust volume remain within
the same split. This prevents pages from the same volume from
appearing in both training and testing and provides a more realistic
evaluation of generalization to unseen volumes. We report per-label
precision, recall, and F1-score to examine how model performance
varies across the five labels. The test set is imbalanced: of the 2,082
pages, 566 (27.2%) are labeled other, while each of the four poem-
boundary labels accounts for between 349 and 407 pages (16.8% to
19.5%). Thus, we use macro-F1 as the primary overall evaluation
metric, as it assigns equal weight to all five labels regardless of
their frequency while balancing precision and recall. We also report
accuracy as a complementary measure of the overall proportion
of pages correctly predicted. Code and data are available at https:
//github.com/YouPeng0630/PoemBoundarySFT.

Table 3 reports performance across the three input representa-
tions, two model settings (the non-fine-tuned LLM baseline and
the SFT model), and three context-window sizes. The best over-
all performance was achieved by the SFT model that combined
token-frequency and numeric features and used a three-page con-
text window. This configuration achieved a macro-F1 of 0.779 and
an accuracy of 0.799. In the following, we examine how fine-tuning,
context-window size, and input representation contributed to this
overall pattern.

First, the fine-tuned models substantially outperformed the non-
fine-tuned baseline, regardless of the input representation or context-
window size. Baseline macro-F1 scores ranged from 0.140 to 0.267,
whereas fine-tuned scores ranged from 0.457 to 0.779. For exam-
ple, with the combined representation and a three-page window,
fine-tuning increased macro-F1 from 0.267 to 0.779. The baseline
yielded an F1 score of 0 for single in several configurations. In
contrast, it achieved relatively high recall (between 0.546 and 0.977)
and higher F1 scores (between 0.459 and 0.714) for other, the label
with the largest number of pages. Overall, these results indicate
that prompting the base model alone is insufficient for this task,
while task-specific fine-tuning substantially improves performance.

Adding one page before and after the target page (a three-page
window) improved macro-F1 across all model and input representa-
tion settings. This increase was especially large for the fine-tuned
models. Macro-F1 increased from 0.457 to 0.744 for the token-
frequency representation, from 0.483 to 0.631 for numeric features,
and from 0.507 to 0.779 for the combined representation. This sug-
gests that local page-sequence information substantially benefits
classification. However, further increasing the window size to in-
clude two pages before and after the target page did not improve
the performance in fine-tuned models. Macro-F1 decreased from
0.744 to 0.733 for the token-frequency representation, from 0.631 to
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0.609 for numeric features, and from 0.779 to 0.761 for the combined
representation. These results suggest that a larger context window
does not necessarily yield better performance. As shown in Table
1, the majority of poems span only one page (51.4%) or two pages
(31.6%). Thus, a three-page window may capture sufficient bound-
ary information for most poems, while a wider context window
may not provide additional useful information.

We also examined how input representation affected perfor-
mance. Among the fine-tuned models using only the target page,
the numeric representation alone achieved a macro-F1 of 0.483,
outperforming the token-frequency representation at 0.457. This
may be because numeric features capture page structure and text
density, which can help distinguish poem pages from other pages.
For example, empty-line counts may reflect the spacing between
stanzas, while token and line counts may jointly allow the model
to capture the tendency of poem pages to have fewer tokens per
line. Within the other category, pages such as title pages or blank
pages tend to have very low line and token counts, while pages
such as tables of contents may influence BLC patterns such as the
uppercase BLC count or the non-alpha BLC ratio. However, the
structural information captured by numeric features may be less
effective for distinguishing among single, start, middle, and end,
since all four labels refer to poem pages.

When a three-page context window was used with the fine-tuned
models, the token-frequency representation improved substantially
more, from 0.457 to 0.744, compared with an increase from 0.483 to
0.631 for the numeric representation. This may be because token
frequencies allow the model to capture how some words overlap
or differ across neighboring pages: a start page may share words
with the following page, a middle page with both the preceding
and following pages, and an end page with the preceding page,
whereas a single page may share words with neither. Finally, the
fact that the combined representation achieved the best perfor-
mance suggests that token-frequency and numeric features are
complementary: token-frequency may capture lexical information
across neighboring pages, while numeric features capture page
structure. Therefore, their combination can provide both lexical
and structural information for poem-boundary classification.

Finally, we examined performance across the five labels. Across
all nine fine-tuned configurations, other consistently achieved the
highest F1-score, followed by end, while single had the lowest F1-
score in seven of the nine configurations. For the best-performing
configuration, F1-scores were 0.645 for single, 0.775 for start,
0.713 for middle, 0.826 for end, and 0.939 for other. Figure 1 shows
that single, start, and middle were frequently confused with
one another, which may explain their relatively lower F1-scores. In
contrast, end was rarely confused with start or other, and other
pages were rarely misclassified as poem-related labels, contributing
to their relatively high F1-scores. The strong performance on other
may reflect its distinctive lexical and structural characteristics, as
this category spans page types such as title pages, prefaces, blank
pages, and tables of contents.

The effect of context-window size also varies across labels. Among
the fine-tuned models, adding one page before and after the target
page generally yielded larger increases for the four poem-related la-
bels than for other. For example, with the combined representation,
expanding to a three-page window increased F1-scores by 0.301
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Figure 1: Confusion matrix of the best model (combined
input, three-page context), colored by row percentage, with
actual labels in rows and predicted labels in columns.

for single, 0.380 for start, 0.372 for middle, and 0.309 for end,
while the F1-score for other decreased marginally from 0.941 to
0.939. This suggests that neighboring-page information is especially
useful for determining a poem page’s position, while identification
of other pages may be less dependent on surrounding context
because of their page-local lexical and structural characteristics.

We also evaluated the best-performing model at the poem level,
counting a poem as correct only if all of its page labels matched
the annotations. Under this strict criterion, 256 of the 882 evalu-
ated poems (29.0%) were correct, showing that accurate poem-level
prediction remains challenging.

5 Conclusion

This paper introduced five-class page-level poem-boundary clas-
sification as an alternative to binary poem/non-poem classifica-
tion. The best-performing model combined token-frequency and
numeric features with a three-page context window, achieving a
macro-F1 of 0.779 and an accuracy of 0.799. These results suggest
that EF can support poem-boundary identification when direct
full-text access is limited.

With further refinement, this approach could support human-
machine collaborative annotation of the 145 remaining PHUG vol-
umes, with predicted boundaries guiding human review and correc-
tions feeding into training. More broadly, it could extend poem-level
access to other HathiTrust poetry collections, including copyright-
protected volumes with restricted full-text access.

However, this study is limited to a specific poetry dataset and
does not address pages with multiple poems or mixed poem/non-
poem content. Future work should test the approach on broader
poetry collections, extend the label scheme to pages with multiple
poems or mixed boundary roles, and evaluate how predicted page
labels can be converted into reliable poem-level records.
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